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Introduction 
MapReduce is a popular programming model for processing large data sets. Enterprises 

and academic organizations have in recent years used this approach to tackle a number of 

challenging problems, including – data mining, genome data processing and image 

manipulation.  Amazon Elastic MapReduce is a web service that enables businesses, 

researchers, data analysts, and developers to easily and cost-effectively process vast 

amounts of data. It utilizes a hosted Hadoop framework running on the web-scale 

infrastructure of Amazon Elastic Compute Cloud (Amazon EC2) and Amazon Simple 

Storage Service (Amazon S3).    

 

This document uses a relatively simple example to guide readers through the new 

Amazon Elastic MapReduce service. Readers will be able to see step-by-step how this 

new service can be used to meet their challenges. 

 

Amazon Elastic MapReduce is available through an API and the web-based AWS 

Management Console. We will focus on the web-based console in this document. 

 

To get started, navigate to the AWS Management Console 

https://console.aws.amazon.com/elasticmapreduce/home and log in with your Amazon 

Web Services account. If you have not already done so, you will have to sign up for the 

Amazon Elastic MapReduce service. 
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Working with the Amazon Elastic MapReduce Console 
 

Once you are logged in, the Amazon Elastic MapReduce console should appear as shown 

in Figure 1 - Amazon Elastic MapReduce Console.  

 

Figure 1 - Amazon Elastic MapReduce Console 

This is the primary user interface for working with Amazon Elastic MapReduce. 

One of the fundamental concepts in Amazon Elastic MapReduce is the notion of a job 

flow. A job takes input and generates output; the output of one job can be used as the 

input to another job. This is why jobs are referred to as job flows. 

 

The job flow that we will create will manipulate the Freebase database. 

 

Freebase is an open database of the world’s information, covering millions of topics in 

hundreds of categories. Drawing from large open data sets like Wikipedia, MusicBrainz, 

and the SEC archives, it contains structured information on many popular topics, 

including movies, music, people and locations – all reconciled and freely available. This 

information is supplemented by the efforts of a passionate global community of users 

who are working together to add structured information on everything from philosophy to 

European railway stations to the chemical properties of common food ingredients. 

 

Amazon Web Service Public Datasets (http://aws.amazon.com/publicdatasets/) hosts a 

snapshot of this data.  

 

This data is a full set of all the facts and assertions in the Freebase database. This data is 

organized into a large number of TSV (tab separated) files (as shown in Figure 2 - 

Freebase TSV files).  

 



Getting Started with Amazon Elastic MapReduce 

 

 -  4  -  

March 2009 

 
Figure 2 - Freebase TSV files 

Altogether, these files make up about 26GB of data. Freebase.com intends to publish 

snapshots of its data every 3 months.   

 

The data is organized into names, ids and references. Each entity in Freebase is given a 

unique id based on a UUID. And each entity may have references.  

 

Consider the example shown in Figure 3 - American Football TSV. This file lists facts 

and assertions about the American sport of football.  

 

The first 2 lines of this file are a good example of the overall structure. Each coaching 

position (i.e. Linebackers Coach, Head coach, etc) in American football is given a unique 

id – these are the first 2 columns in the data. 

 

The 3
rd

 column indicates who has held these positions. Somewhere in the Freebase 

database, the IDs in this 3
rd

 column are resolved to a name. 
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Figure 3 - American Football TSV 

 

What is interesting in the Freebase data is that a single entity can be referenced a number 

of times in a variety of categories. For example, the American actor Will Smith is 

referenced in various entertainment categories. That is not necessarily a surprise. 

However, Will Smith also has a number of business ventures, so his ID is referenced in a 

number of business categories as well. 

 

Because of the size and complexity of the data, it is not trivial to find these sorts of 

connections. Our example will attempt to make this data more manageable by using job 

flows in Amazon Elastic MapReduce. 

 

Through a series of job flows, we will eventually filter a set of Freebase data and store it 

into Amazon Web Services SimpleDB data store. 

 

The complete list of our job flows is illustrated in Figure 4 - Freebase processing job 

flows. 
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Figure 4 - Freebase processing job flows 

Over the remainder of the guide, we will examine each job flow in detail. 
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Job Flow #1a – Mapping Freebase Names 
 

Our first job flow will simply look for the most popular Freebase entities. We can begin 

by pressing the Create New Job Flow button. 

 

 
Figure 5 - Create a new Job Flow 

The resulting page enables us to define our new job flow. The first thing we need to do is 

simply choose a name for our job. This name is purely to help us describe what this job 

will do. 

 

 
Figure 6 - Job Flow Name 

Amazon Elastic MapReduce enables jobs to be written as streaming jobs or custom Java 

JARs. Streaming enables developers to write jobs in any development language; 

generally, it is accepted that streaming jobs are easier to implement.  

 

Our example will use streaming jobs exclusively, so we will keep this default choice. 

 

 
Figure 7 - Streaming or custom JAR 

Press the Continue button to advance to the next page in the dialog. This next page is 

where we will define the input and output of our job flow. 
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Amazon Elastic MapReduce uses Amazon Simple Storage Service (S3) for input and 

output. This is an ideal solution because Amazon S3 is easily accessible, unlimited in 

overall storage and cost-effective. 

 

For our input, we will specify the Amazon S3 bucket that holds our data. The ‘/’ notation 

being used is the same format that the S3 Organizer tool is compatible with.  Amazon S3 

in its fundamental form is a flat hierarchy - this notation simply enables us to mimic a 

directory structure to organize our data. 

 

For the purpose of this guide, we will use a subset of the entire Freebase database. This 

will enable our jobs to process faster and help you make progress through the guide in a 

reasonable amount of time. 

 

Enter elasticmapreduce/samples/freebase/input/guide/ as the input location – this is a 

publicly available source of Freebase data. 

 

The output location will be an Amazon S3 bucket that you own – bear in mind that 

Amazon Elastic MapReduce will not overwrite existing output contents.  

 

So, we will specify a bucket that exists, but a sub-location that does not. Amazon Elastic 

MapReduce will create our sub-location for us. 

 

We will need our own bucket for the output location. Use the S3 Organizer, or any other 

convenient Amazon S3 tool, and create a bucket for your output.  

 

For this guide, we will assume this bucket name is freebase-output. 

 

For our Output Location, we will specify freebase-output/mapper_1/. It is common to 

use a version identifier like _1 in the output location name in case we run this job several 

times. 

 

Our next two choices are for the mapper and the reducer. 

 

Specify elasticmapreduce/samples/freebase/code/mapper.py as the path to the mapper. 

 

Amazon Elastic MapReduce has a default reducer called aggregrate that we will use for 

this particular job. 

 

Download the mapper.py source file by navigating to the following location in your 

browser. 

 

http://elasticmapreduce.s3.amazonaws.com/samples/freebase/code/mapper.py  

 

Open mapper.py in a text editor of your choice so we can examine it (see Figure 8 

Mapper.py code) 
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Jobs written with streaming tend to be simpler than those implemented with custom JAR 

files. A streaming mapper or reducer takes input from standard input and outputs its data 

to standard output. This archetype enables jobs to be written in a variety of different 

languages.  

 
Figure 8 Mapper.py code 

 

Amazon Elastic MapReduce will iterate over each file of input that we give it (see Figure 

2 - Freebase TSV files). 

 

As you can see from the first few lines of our mapper, we are reading each line of a file 

that we are given. 

 

We token each word in that line and look for the Freebase nodes (i.e. the ones starting 

with /guid/). 

 

Every time we find a node, we output LongValueSum <node id>\t1. 

 

This output will be read by our reducer – in our case, we chose the aggregrate reducer, 

so each line of our output will be aggregated. What we will get is each node that we see 

in our input will have a sum next to it; the sum will be the number of items that node was 

encountered in the Freebase database. 
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The elastic nature of Amazon Elastic MapReduce enables us to choose the computing 

resources we want to process our input. 

 

Before continuing, please verify that the parameters to your job should be as follows: 

 

Input Location elasticmapreduce/samples/freebase/input/guide/ 

Output Location <your bucket name>/output/mapper_1/ 

Mapper elasticmapreduce/samples/freebase/code/mapper.py 

Reducer aggregate 

 

Press the Continue button to advance to the next page in the dialog. 

 

We can choose the type and the number of instances; see 

http://aws.amazon.com/ec2/#instance for a detailed description of the instance types. 

 

For our case, choose 10 as the number of instances and leave the instance type as small. 

 
Figure 9 - How we will run our job flow 

Press the Continue button to advance to the next page; press Create Job Flow to create 

and execute your job. 

 

It will take 10 to 15 minutes for your job to finish – eventually, you should see output 

similar to what is shown in Figure 10 - Finished Freebase IDs. 

 

 
Figure 10 - Finished Freebase IDs 

In your Amazon S3 tool, navigate to the output bucket location; you should see output 

similar to what is shown in Figure 11 - Job #1a output. 

 



Getting Started with Amazon Elastic MapReduce 

 

 -  11  -  

March 2009 

 
Figure 11 - Job #1a output 

Our next job will take this output and store it into Amazon SimpleDB so that we can 

access it easily with a web user interface. 
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Job 2 – Storing data into Amazon SimpleDB 
 

Amazon SimpleDB is an ideal storage engine for Freebase data. Amazon SimpleDB is 

schema-less, so we can adapt to use it very quickly, and it is implicitly scalable. Amazon 

Web Services will route more resources to our Amazon SimpleDB usage as needed. 

 

In this job flow, we will use a streaming mapper and reducer; we will not be using the 

default aggregate reducer. 

 

As before, begin by pressing the Create New Job Flow button. 

 

 
 

This time, name your job Storing data in SimpleDB and press the Continue button. 

 

Enter the following parameters for this job: 

 

Input Location <your bucket name>/output/mapper_1/ 

Output Location <your bucket name>/output/sdb_store_1/ 

Mapper elasticmapreduce/samples/freebase/code/top_sdb_mapper.rb 

Reducer elasticmapreduce/samples/freebase/code/top_sdb_reducer.rb 

 

Notice that this time we are using the output from our previous job as the input in this 

new job. 

 

Also notice that our mapper and reducer are implemented in Ruby; Amazon Elastic 

MapReduce does not force us to choose one programming language over another, we can 

use whichever language best suits our needs. 

 

Our reducer will store data into Amazon SimpleDB, in order to do so, please make sure 

that you have elected signed up for this service. 

 

The Amazon Elastic MapReduce service makes your Amazon Web Services key and 

secret available to your job so that we can access any Amazon Web Service that we 

might need. 

 

Download the top_sdb_reducer.rb source file by navigating to the following location in 

your browser. 

 

http://elasticmapreduce.s3.amazonaws.com/samples/freebase/code/top_sdb_reducer.rb 

 

Open top_sdb_reducer.rb in your text editor of choice. 
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At the top of this file, notice the Ruby code that will extract your Amazon Web Services 

key and secret from a pre-populated configuration file 

 

 
Figure 12 - Amazon Web Services key and secret 

 

Download the top_sdb_mapper.rb source file by navigating to the following location in 

your browser. 

 

http://elasticmapreduce.s3.amazonaws.com/samples/freebase/code/top_sdb_mapper.rb 

 

Open top_sdb_mapper.rb in your text editor of choice. 

 

Our mapper is very simple; it is basically just echoing our output. Arguably, we do not 

even need this mapper – or we could incorporate our reducer code in this mapper. We 

chose to implement a mapper in this case for the sake of clarity. 

 

 
Figure 13 - Top SDB Mapper 

 

Our reducer is where most of the work is being done. In the text editor of your choice, 

open top_sdb_reducer.rb. 

 
 

The relevant code is shown in Figure 14 - Top SDB Reducer. 
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Figure 14 - Top SDB Reducer 

What we are doing is taking the output of our mapper – which is a tuple like /guid100/ 10 

and writing those values into SimpleDB. We do not have names yet for our data, so we 

will just use a placeholder value of ‘empty’. 

 

Our code uses a simple ‘back-off’ algorithm for writing attributes to SimpleDB. It is 

possible to receive intermittent connection errors whenever you use a web service in a 

highly concurrent environment – using a ‘back-off’ algorithm is a common way to 

mitigate this issue. If we receive an error when we use SimpleDB, we will simply wait 

for a short period of time, and then try again. 

 

Our reducer will need a few additional files to access SimpleDB. We can distribute 

additional files to our Amazon Elastic MapReduce cluster nodes by using the cacheFile 

argument.  

 

Your parameters page should have the following values: 

 

Input Location <your bucket name>/output/mapper_1/ 

Output 

Location 

<your bucket name>/output/sdb_store_1/ 

Mapper elasticmapreduce/samples/freebase/code/top_sdb_mapper.rb 

Reducer elasticmapreduce/samples/freebase/code/top_sdb_reducer.rb 

Extra Args -cacheFile 

s3n://elasticmapreduce/samples/freebase/code/base64.rb#base64.rb -

cacheFile 
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s3n://elasticmapreduce/samples/freebase/code/aws_sdb.rb#aws_sdb.rb 

 

Press the Continue button to advance to the next page. This time, use 8 instances to run 

the job and press Continue until you reach the final page of the dialog.  

 

Press Create Job Flow to create and execute your job. 

 

This job should take a few minutes to run. When it is finished, we should have data in 

Amazon SimpleDB.  

 

Any tool will do, but for this guide we are using SimpleDB Explorer. Our reducer 

automatically created a domain for us – Freebase_Names_Guide 

 

Using SimpleDB Explorer, we should see a long list of node IDs and the number of times 

they were encountered in Freebase (i.e. as shown in Figure 15 - Popular Freebase Nodes 

in SimpleDB). 

 
Figure 15 - Popular Freebase Nodes in SimpleDB 

This data is much more manageable, but we have lost the names of these nodes. 

Resolving these names is what we will to in our next job flow. 
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Job Flow #1a – Storing names in Amazon SimpleDB 
 

This job flow could actually have been executed concurrently because we are reading 

from our raw Freebase data again. 

 

Our intention with this job is to read our Freebase data and store names and their IDs into 

Amazon SimpleDB. 

 

As before, begin by pressing the Create New Job Flow button. 

 

 
Figure 16 - Create new Job Flow 

This time, name your job Storing names in SimpleDB and press the Continue button. 

 

Enter the following parameters for this job: 

 

Input Location elasticmapreduce/samples/freebase/input/guide/ 

Output 

Location 

<your bucket name>/output/names_store_1/ 

Mapper elasticmapreduce/samples/freebase/code/name_mapper.rb 

Reducer elasticmapreduce/samples/freebase/code/name_reducer.rb 

Extra Args -cacheFile 

s3n://elasticmapreduce/samples/freebase/code/base64.rb#base64.rb -

cacheFile 

s3n://elasticmapreduce/samples/freebase/code/aws_sdb.rb#aws_sdb.rb 

 

Download the name_mapper.rb source file by navigating to the following location in 

your browser. 

 

http://elasticmapreduce.s3.amazonaws.com/samples/freebase/code/name_mapper.rb 

 

Open name_mapper.rb in your text editor of choice. 

 

Our mapper is pretty simple; we will hunt through the Freebase data and look for the 

name and ID values. In this case, we do not care about what is referenced by this node; 

we just want the node name and ID. 
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Figure 17 - Name mapper 

Download the name_reducer.rb source file by navigating to the following location in 

your browser. 

 

http://elasticmapreduce.s3.amazonaws.com/samples/freebase/code/name_reducer.rb 

 

Open name_reducer.rb in your text editor of choice. Again, our reducer is where most 

of the work is being done. 

 

 
Figure 18 - Name reducer 
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Our reducer code is almost identical to our previous reducer code. We are using the node 

id to reference our data in Amazon SimpleDB.  

 

Again, notice that our code makes use of a simple, ‘back-off’ algorithm. 

 

Amazon SimpleDB is schema-less, so we do not have to do anything special to start 

storing a Name attribute – we simply just start storing it.  

 

As before, press the Continue button to advance to the next page. Again, use 8 instances 

to run the job and press Continue until you reach the final page of the dialog. We will 

just use the default 4 instances to run this job. 

 

Press Create Job Flow to create and execute your job. 

 

When our job completes in a few minutes, we will add a new Name attribute and value to 

each node stored in Amazon SimpleDB. 

 

 
Figure 19 - Names resolved 

Now that our data is in Amazon SimpleDB, our last step is to find a way to visualize it. 
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Visualizing our Freebase Data 
 

We could easily spend an entire document discussing the different ways of visualizing 

large data sets like Freebase. 

 

For our example, we chose a simple TreeMap implementation. We are using the 

JavaScript Information Visualization Toolkit to create a treemap visualization of our data. 

 

Treemaps are a good way to visualize data – they inherently help viewers understand the 

relationship between that data. An excellent example of a treemap can be found here: 

http://blog.thejit.org/wp-content/jit-1.0a/examples/treemap.html. 

 

Our example will use this structure.  Unzip the treemap.zip archive associated with this 

document to a PHP-enabled web server like Apache or XAMPP. 

 

Open the freebase.php file in the text editor of your choice; again, enter your Amazon 

key and secret. 

 

 
Figure 20 - PHP generated Treemap 

From Figure 20 - PHP generated Treemap; we can see that we are running a query in 

Amazon SimpleDB for all names of nodes that are not empty. 

 

We have their frequency counts, so we will use both values to output JavaScript in a 

format our treemap will understand. 
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Figure 21 - Output treemap data in JSON notation 

Once you have entered in your own Amazon Web Services key and secret, request 

freebase.php from a browser; you should see a treemap similar to the one shown in 

Figure 22 - Treemap 

 

 
Figure 22 - Treemap 

This treemap is a very simple example; once we have our data in Amazon SimpleDB, we 

can choose from a variety of different visualization techniques. 
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One last aspect of Amazon Elastic MapReduce that we will explore is the command line 

client. 
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Using the Amazon Elastic MapReduce CLI 
 

Everything that we have done so far has used Amazon Elastic MapReduce through the 

Amazon Web Services Management Console. The Amazon Web Services Management 

Console is great for simple jobs; however, there are more powerful options available. 

 

As with all of the Amazon Web Services, Amazon Elastic MapReduce publishes an API. 

This API is an XML-based Web Service that can be targeted with a wide variety of 

languages. 

Amazon Elastic MapReduce API is much more powerful and supports complex 

MapReduce algorithms involving multiple steps, dynamically added steps and can be 

used for automating the execution of Job Flows. 

To serve both as an example and as a practical tool, Amazon Elastic MapReduce 

publishes a Ruby command-line tool that leverages this API. This command-line tool can 

be used for automating the execution of job flows. 

 

In the Amazon Elastic MapReduce documentation, you will see this command-line tool 

referred to as the command-line interface or CLI. 

 

Download the Amazon Elastic MapReduce CLI from the location below: 

 

http://elasticmapreduce.s3.amazonaws.com/elastic-mapreduce-ruby.zip 

Ensure that you have a Ruby runtime installed. 

The CLI creates and executes Job Flows using basically the same information that we 

provided through the Amazon Web Services Management Console. However, we can 

provide this information with a JSON description file. 

Download the freebase_jobflow.json file that will automate our example from the 

location below: 

http://elasticmapreduce.s3.amazonaws.com/samples/freebase/code/freebase_jobflow.json 

Open this file in a text editor of your choice. 
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Figure 23 - JSON notation of Job Flows 

Notice that the contents of this file match the information we were providing in the 

Amazon Web Services Management Console. 

This JSON file defines our job flow; we just need to decide the environment in which to 

execute them. We need to provide the following information: 

- Number of instances to use 

- Type of instance to use 

- Bucket name for our output and logging 

In a command window, execute the following to use the CLI to create and execute our 

job flows. Replace yourbucketname with the name of your S3 bucket. 

./elastic-mapreduce --create --name 'Freebase Analysis' --

num-instances 4 --instance-type m1.small --json 

./freebase_jobflow.json –-param ‘<bucket>=yourbucketname’ 
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You should receive an ID for your job flow – you can use the Amazon Web Services 

Management Console to monitor the progress of this job flow as we did earlier. 

The Amazon Elastic MapReduce CLI and API complement the Amazon Web Services 

Management Console to provide a powerful, more flexible way of creating and executing 

job flows. 
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Conclusion 
 

Hopefully this guide has given you an introduction into the Amazon Elastic MapReduce 

service. Using a simple example, we illustrated how Amazon Elastic MapReduce can be 

used to filter that data into a much more manageable format. Used in conjunction with 

Amazon SimpleDB, we can begin to build user interfaces on top of that data. 

 

Amazon Elastic MapReduce makes map-reduce grid computing easily accessible for 

developers and business analysts in a cost-effective, elastic manner. 

 

 

 

 

 


